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In scientific applications, netCDF [1] was developed to support a view of data
as a collection of self-describing, portable, and array-oriented objects that can
be accessed through a simple interface. Its parallel I/O interface named parallel
netCDF (hereafter PnetCDF) was developed with the help of an MPI-I/O library
[2] such as ROMIO [3], and the PnetCDF succeeded in scientific computation [4].
But the same operations among computers which have different MPI libraries
each other have not been available. To realize this mechanism, a remote MPI-I/O
mechanism of a Stampi library [5] has been implemented in a PnetCDF library
as an underlying MPI-I/O layer.

The Stampi library was originally developed to support seamless MPI com-
munications among different MPI libraries by deploying its wrapper interface
library between a user program and an underlying communication library [6].
It intermediates MPI communications among different MPI libraries and hides
complexity and heterogeneity in communication mechanisms among different
platforms. It also supports MPI-I/O operations not only inside a computer us-
ing an underlying MPI library but also among computers which have different
MPI libraries [5]. MPI-I/O calls in a user program are switched to correspond-
ing Stampi’s MPI-I/O functions in the wrapper library, and it considers which
I/O operation is appropriate, local or remote I/O, automatically according to a
target computer name and so on which are specified in an info object.

A PnetCDF library has been linked with the Stampi’s MPI-I/O functions
to support seamless remote I/O operations via a PnetCDF API without paying
attention to complexity and heterogeneity in underlying communication and I/O
systems. When a PnetCDF function is called in a user program, the I/O call
is translated into several Stampi’s MPI function calls. In local I/O operations,
parallel I/O operations are carried out using vendor’s MPI library according to
those function calls. If the vendor’s one is not available, UNIX I/O functions
are used instead of it. On the other hand, MPI-I/O processes are invoked on a
remote computer in remote I/O operations by using a remote shell command
(rsh or ssh) when ncmpi create() or ncmpi open() is called, followed by a
function call of MPI File open() inside them. An I/O request from each user
process is transfered to the corresponding MPI-I/O process, and each MPI-I/O
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process plays requested I/O operations using vendor’s MPI-I/O library or UNIX
I/O functions if the vendor’s one is not available.

In the both operations, derived data types are supported for a PnetCDF API.
Associated parameters for the derived ones such as an original data type and a
stride length are stored in a linked list based table in both user and MPI-I/O
processes. Prior to I/O operations, the parameters are retrieved from it to make
the same derived data type and file view among user and MPI-I/O processes.

Its performance was measured on two interconnected PC clusters where in-
terconnections among PC nodes of the clusters were established by Gigabit Eth-
ernet switches. In one of the clusters, PVFS2 [7] version 1.3.2 was available on
its server node. User processes were created on computation nodes of the other
cluster. Later they invoked the same number of MPI-I/O processes on the server
node. I/O operations by the MPI-I/O processes are carried out on the file sys-
tem using PVFS2 functions through ROMIO’s MPI-I/O interfaces. Through the
measurement tests, it is concluded that the remote I/O system through collec-
tive PnetCDF functions provided sufficient performance with a huge amount of
data. Times to open a netCDF file for collective functions were shorter than
those for non-collective ones although they became long with an increase in the
number of user processes. It is also noticed that times for only data I/O oper-
ations were minimized with an increase in the number of user processes, and
they were much shorter than those for non-collective ones. It is concluded that
the system is effective in parallel I/O operations through a PnetCDF API on
interconnected PC clusters.
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